CBEpPTOYHBIE CETHU
(convolutional neural
networks, CNNs)

AHTOH OCOKWH

®KH BLU3

L]
22 09 2017 HALIMOHANBHBLIN MCCNEAOBATENLCKUM
’ £V Lrs o YHUBEPGCUTET



ImageNet challenge
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[I;1aH ek U

* Hempocetn ana knaccmdbuKkaumm n3obpaxkeHum

* CBEpPTOYHbIe ceTu
°* LeNet
* AlexNet

Onepauynm cBEPTKM U pooling

Busyanmnsayma ceten

CoBpeMeHHbIe apXUTEKTYpblI
* VGGnet
* GoogleNet (Inception)
* ResNet



O6bIYHbIE HEUPOCETU

AaHHble  IMHENHbIN CNoM JIMHENHDbIN CNON
HE/IMHENHOCTb HeIMHEeMHOCTb

X » W x + b, » o » W,x + b, » o

CAUWKOM MHOro napameTpos

Ana kaptuHKkM 100 x 100 x 3 — nepBaA paamepHOCTb 30K

OyeHb bbICcTPO NepeobyyatoTca

HY)KHO NCNonb30BaTb 60s1ee KOMNaKTHbIe napameTpmsaln



CBEPTOYHEIE CETH

JAHHble CBEPTOYHbIN C/I0M

|»

* CBEpTKa (Kpocc-Koppenauus)

(K#a)(i,j. k)= > > a(uv,c)K(u—i+dv—j+05ck

K *x + b,

i+6  j+o

u=i—dv=j—94 ¢

HeIMHEeMHOCTb

»

»

CBEPTOYHbIN C/OM

K,*x + b,

* fopa3no meHblue napameTpos (kernel, filter)

* OUNbLTPbI HE 3aBUCAT OT PAa3MeEPOB KapPTUHKMU

HeIMHeMHOCTb

o

diagram: theano tutorials



CBépTouHbIe ceTU: LeNet (1998)

C3: f maps 16@10x10
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Fully connected layers

YcnewHo Knaccupuumposana MNIST

(B N EEER B-ERRE |

o
5
J
U}
)
E‘[ —
"
-
1
J

J
0
9

[LeCun et al., 1998]
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CBépTouHbie ceTU: AlexNet (2012)

-5
1 X : —
P ,:: 5 [, 3 o 3 _-—. s " .
1 N - = 13 - 13 36: - 13 dense | |[dense
- 27 - 3 il

224 5 3 4 P
55 384 384 256 106¢
Max
256 Tl
Max Max pooling 4056 4036
Stride\| o | Po°ling pooling
228\ | o5 4
3 " ReLU
. R(z) =max(0, z)
* M lin B
ax pooling

ReLu nonlinearity

Fully connected layers

More data and bigger model (60M params)

+ Data augmentation (flips and random samples)

+ Dropout regularization
+ GPUs (50x speed up)
+ 1 week of training on 2 GPUs [Krizhevsky et al., 2012]



CBépTKa (convolution)

CBépTKa (Kpocc-koppenauus)

(K *x)(i,7,k Y y‘ y‘xuv Ku—i+d,v—j+9dck)

MapameTpsbl (pytorch):

* Konnyectso KaHan0B Ha BXo4e U BbiXoae

i+6  J+o

u=t—d v=j—0 ¢

Pasmepbl Aapa

CmeweHue (stride) — 6onblimne 3HaYEHMA MOHUXKAIOT Pa3peLleHmne

Padding (HeT, HynK, 3epKasibHbIN)
Dilation — yBennuntb 06,1aCcTb 3aBUCMMOCTH

Pasmep BbIxoaa ceTu:

out

= floor((Ln + 2pad — dil(kernel — 1) — 1)/stride + 1)
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Peasin3anysa CBEpTKH

k1
ks

CBépTKa (Kpocc-kKoppenaums)
i+6  J+o

(Kxx)(ij k) =Y > Y a(uv,0)K(u—i+dv—j+03ck

u=it—d v=j—0 ¢

CBEpTKa — IMHENHaA onepauma.

OcHOBHaA naea — UCNoNb30BaTb MaTPU4YHOE YMHOXEHUE!

ki ko 0 ks kg

r1 I9 I3
kg 0 ki ke 0 ks
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kix1 + koo + ksxy + kgxs
kizo + koxs + ksxs + kaxe
ki1x4 + koxs + ksxy + kyxs
kizs + koxg + ksrs + kaxg

OyeHb adpdeKkTnBHble peanmndaumn: NVIDIA cuDNN, Nervana kernels

Cneuyunanmnsauyma: metoa BuHorpaga as1a cBepToK 3x3,
npeobpasoBaHua Pypbe A5 6oNbLLINX CBEPTOK



[IipdepeHIIMPOBAHHE CBEPTKHU

CBépTKa (Kpocc-kKoppenaums)
i+6  J+o
(Kxx)(ij k) =Y > Y a(uv,0)K(u—i+dv—j+03ck

u=it—d v=j—0 ¢

CBEpTKa — IMHENHaA onepauma.

[Mpon3BOAHAA — TOXE MAaTPUYHOE YMHOKEHUNE

ki ks 0 ks k¢ O 0 0 0
{0 kB 0 ks ke 0O 0 O
y_000k1k20k3k40x»

0 0 0 0 ki ko 0 k3 ki

ki ks 0 ks kg
dC [0 ki ke 0 ky
de |0 0 0 ki ko
0 0 0 0 k

T

0O 0 0 O
ks 0 0 O dLl
0 ks ks O] dy
ko 0 ks ky

Onepauuna upconvolution (conv-transpose) no3BonAeT yBenndnTb

NPOCTPaHCTBEHHOE pa3pelieHne



Pooling

Pooling — arperaumna npnsHakos (max, sum)
Pooling cnow arpermpyeTt coceaHne akTusauum
(NpocTpaHCTBEHHO MM N3 Pa3HbIX GUNBLTPOB)

Single depth slice
1 0 2 3

o

L7 =4
-

6 8
1 0 3 4
2 4

=
(25 ]

Y

Max-pooling obecneunBaeT MHBAaPMAHTHOCTb K HEDO/IbLLUMM
casuram (MHorga NnoaesHo, MHoraa Her)

OnddepeHunpoBaHme — BEPHYTb rPagNEHT B NO3NLMM MAKCUMYMOB



Kak moHATH, YTO ceTh 00y4YaeTcs?
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SGD with momentum and learning rate decrease!



Busyasnu3sanusga CBEPTOYHBIX CETEH

PunbTpPbI NEPBOrO CNOA:




Busyasnu3sanusga CBEPTOYHBIX CETEH

OcTaBLUXECs C/ION — HaJ0 «CNpoeumnpoBaTb» Ha NMUKCENn
OAnH n3 cnocoboB — UCKaTb NaT4YK, AatoLMe HaMbONbLUMN OTKANK

| A |
L i /
Nl EAA

o

N N e e
A

B e B
. e
[ .

Cnoun 1:

4&!’ . B
= —

a
&
Al

.

ad s Bl W

HES A84 FFW EE)

~
AR -]

Bl d4l w=F

A
Y
4
y
/
o

>N B

w

.:'x

[Zeiler, Fergus 2014]



Busyasnu3sanusga CBEPTOYHBIX CETEH

OcTaBLUXECSs CZION — HaJ0 «CNpoeumpoBaTb» Ha NMUKCeNu
OAnH n3 cnocoboB — UCKaTb NaT4YK, AatoLMe HaMbONbLUMN OTKANK

[Zeiler, Fergus 2014] |
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Busyasnu3sanusga CBEPTOYHBIX CETEH

OcTaBLUXECSs CZION — HaJ0 «CNpoeumpoBaTb» Ha NMUKCeNu

OAuH n3 cnoco6OB — MCKaTb NnaTuu, ,u,arou.l,me HaM60l'IbLUMM OTKAUK

Cnon 3:

[Zeiler, Fergus 2014]




Busyasnu3sanusga CBEPTOYHBIX CETEH

OcTaBLUXECSs CZION — HaJ0 «CNpoeumpoBaTb» Ha NMUKCeNu

OAuH n3 cnoco6OB — MCKaTb NaTyu, gatowme HaM6OI1bLUMM OTKAUK
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Cnomn 4:

[Zeiler, Fergus 2014]




Busyasnu3sanusga CBEPTOYHBIX CETEH

OcTaBLUXECSs CZION — HaJ0 «CNpoeumpoBaTb» Ha NMUKCeNu

OauH 13 cnocobos — UCKaTb NaTyn, Aatolime HanbonbLUUM OTKANK

Cnon 5;:
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[Zeiler, Fergus 2014]



[lepeHoc npu3HakoB CNN

1: Feature
learning

2 : Feature
transfer

Training images

Source task

Convolutional layers

Fully-connected layers

C1-C2-C3-C4-C5

FC6 [ FC7 * FC8

4096 or
6144-dim

vector

3 : Classifier
learning

Training images Sliding patches

parameters

Transfer

Source task labels
2%

-
i African elephant

- Wall clock
B A

&
h | Green snake

"9l Yorkshire terrier

V.

m Background
C1-C2-C3-C4-C5 f* FC6 ¥ FC7 f———* FfCa —> FCb —> o

4096 or
6144-dim
9216-dim 4096 or vector
vector 6144-dim
vector
Target task

[Oquab et al., 2014]

New adaptation
layers trained
on target task

Target task labels




ImageNet challenge

Revolution of Depth 28.2

‘ 152 layers
| a J

%

\ 16.4
%
\
%
. /\ 11.7
l 22 layers ﬂ 19 layers \
"*\ 6.7 7.3
| 8 layers H 8 layers | [ shallow

ILSVRC'13  ILSVRC'12 ILSVRC'11 ILSVRC'10
AlexNet

3.57

. N

ILSVRC'15  ILSVRC'14
ResNet GoogleNet

ImageNetTClassification top-5 error (%)

plot credit: Kaiming He



ApxutekTyphbl: VGG (2014)

* Kackapg cBEPTOK 3x3 BMeCcTO H0onbLUMX CBEPTOK
(MeHbLLEe napameTpoB u bbicTpee, Yem 7x7)
* 140M napameTtpos (y AlexNet 60M)

* bonee cbanaHcMpoBaHHbIE BbIYUCNEHUSA

i
uQ: g q
B | e e, - - | e = .
1 Y Qj o 35: B 13 Q: o 13 3 -5 13 dense | |dense
224 3 I o N T 2 N -

Max 256 M r:;ing 40986 4096
Stride\| o | POOliNg pooling
224 -qu
3 \ Y ) \—Y—’
BONbLMHCTBO BonblWKMHCTBO
BblYNCNIEHUNA napameTposB

[Simonyan & Zisserman, 2014]
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maxpool
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ApxutekTyphbl: VGG (2014)

* Kackapg cBEPTOK 3x3 BMeCcTO H0onbLUMX CBEPTOK
(MeHbLLEe napameTpoB u bbicTpee, Yem 7x7)
* 140M napameTtpos (y AlexNet 60M)

* bonee cbanaHcMpoBaHHbIE BbIYUCNEHUSA

He oby4yaeTca uennkom (3atyxaeT rpagmneHT)

HecKonbKo cTagnin obyyeHus pasHom rnybunHbl
ObyuyeHune 4 Titan Black GPUs 2-3 Hepenu

[Simonyan & Zisserman, 2014]

16 weight
layers

24 x 224 RG]

conv3-64
conv3-H4

maxpool
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conv3-128

maxpool
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maxpool

conv3-512
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maxpool

conv3-512
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maxpool
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FC-1000

soft-max




ImageNet challenge

Revolution of Depth 28.2
‘_ 152 layers |

\ 16.4

. 11.?

/22 Ia',rerSV [ lﬂlavers 1

6.7

\
3.57 o Bla'fers H 8 layers [ shallow
T -

ILSVRC'15 ILSVRC'14  ILSVRC'13 ILSVRC'12 ILSVRC'11 ILSVRC'10
ResNet VGG AlexNet

mageNet Classification top-5 error (%)

plot credit: Kaiming He



ApxutekTypsnl: GoogleNet (2014)

* HennHeHana apxutekTtypa!

* MakKc. rnybuHa: 22 cnosa c napameTpamum

°* HeT NONHOCBA3HbIX CN0EeB

* 12x meHblue napameTpos (4em B AlexNet)

[Szegedy et al., 2015]



ApxutekTypsnl: GoogleNet (2014)

* HennHeHana apxutekTtypa!

* OCHOBHOM 610K — iter

concatenation

Inception module (9 wTyK) o
1x1 convolutions

° 1xl CBépTKM - 3x3 convolutions | | 5x5 convolut ions

YMeHbLUEeHWE Pa3sMepHOCTH

[Szegedy et al., 2015]



ApxutekTypsnl: GoogleNet (2014)

* HennHeHana apxutekTtypa!

58 38

OueHb rnybokKas ceTb, LeMKOM He obyvaeTcs

OAnH 1 TOT XKe 610K ¢ PYHKLUMUMN NOTEPb B HECKO/IbKMX MeCTax

«MpoTankmBaeT» rpagueHT BHYTPb CeTH

Obyyanocb Ha obnake CPU

Nob6asunca BatchNorm, Residual blocks v T.4. (Inception-v4)

[Szegedy et al., 2015]
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ApxuteKkTypbl: ResNet (2015)

* Ultra deep! 100+ cnoes

AlexNet, 8 layers %

(ILSVRC 2012} ResNet, 152 layers
(ILSVRC 2015)

VGG, 19 layers
(ILSVRC 2014)

[He et al., 2015]



ApxuteKkTypbl: ResNet (2015)

* Ultra deep! 100+ cnoes

* [lpocTto gobasneHmne cnoes He paboTaeT

0 10 20 30 40 50
iter. (1e4)

[He et al., 2015]



ApxuteKkTypbl: ResNet (2015)

* Ultra deep! 100+ cnoes

* [lpocTto pobasneHune cnoes He paboTaer
* OCHOBHaA ngesa — oCcTato4HbIN 610K
nobaBneHme ToXAeCTBEHHOM CBA3M

* MponycKaeT rpagneHT Brnybb

X
4
weight layer
f(x) l relu -
weight layer identity

[He et al., 2015]



3aKJIloUeHue

CBEpTOYHbIE CETN NepeBepHYNN KOMMbIOTEPHOE 3peHune

OCHOBHOWM MHCTPYMEHT — 0bydyeHue ¢ yuymntenem

[MpU3HaKKM nepeHocATcA Ha gpyrue 3agaum!

Ha chepytowen Hegene — NpUMEHEHUNA CeTeN ANA APYrux 3a4au
3peHunsa

Ona obyvyeHmna cBEPTOK HyKHbl GPU (BbiBOA, MOXHO 1 Ha CPU)

EcTb cTaHaapTHbie BUBIMOTEKM M 300NaAPKKN MOAENEN

O6yyaTb CETU C HYNS AONTO U CNIOXKHO

[oobyuaTtsb (fine-tuning) ropasao npotue!

[TonesHbI TPHOK — 3aMOPO3UTb NOYTU BCE C/IOM



