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VAE limitations

I Poor variational posterior distribution (encoder)

q(z|x,φ) = N (z|µφ(x),σ2
φ(x)).

I Poor prior distribution

p(z) = N (0, I).

I Poor probabilistic model (decoder)

p(x|z) = N (x|µθ(z),σ2
θ(z)).

I Loose lower bound

p(x|θ)− L(q,θ) = (?).
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Importance Sampling

p(x|θ) =

∫
p(x, z|θ)dz =

∫ [
p(x, z|θ)

q(z|x)

]
q(z|x)dz

=

∫
f (x, z)q(z|x)dz = Ez∼q(z|x)f (x, z)

Here f (x, z) = p(x,z|θ)
q(z|x) .

log p(x|θ) = logEz∼q(z|x)f (x, z) ≥ Ez∼q(z|x) log f (x, z) =

= Ez∼q(z|x) log
p(x, z|θ)

q(z|x)
= L(q,θ).

Could we choose better f (x, z)?

Let f (x, z1, . . . , zK ) = 1
K

∑K
k=1

p(x,zk |θ)
q(zk |x) .

3 / 23



IWAE, 2015

f (x, z1, . . . , zK ) =
1

K

K∑
k=1

p(x, zk |θ)

q(zk |x)

log p(x|θ) = logEz1,...,zK∼q(z|x)f (x, z, . . . , zK ) ≥
≥ Ez1,...,zK∼q(z|x) log f (x, z, . . . , zK ) =

= Ez1,...,zK∼q(z|x) log

[
1

K

K∑
k=1

p(x, zk |θ)

q(zk |x)

]
= LK (q,θ).

https://arxiv.org/pdf/1509.00519.pdf
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IWAE, 2015

VAE objective

p(x|θ) ≥ L(q,θ) = Eq(z|x) log
p(x, z|θ)

q(z|x)
→ max

φ,θ

L(q,θ) = Ez1,...,zK∼q(z|x)

(
1

K

K∑
k=1

log
p(x, zk |θ)

q(zk |x)

)
→ max

q,θ
.

IWAE objective

LK (q,θ) = Ez1,...,zK∼q(z|x) log

(
1

K

K∑
k=1

p(x, zk |θ)

q(zk |x)

)
→ max

q,θ
.

If K = 1, these objectives coincide.

https://arxiv.org/pdf/1509.00519.pdf

5 / 23

https://arxiv.org/pdf/1509.00519.pdf


IWAE, 2015

Theorem

1. log p(x|θ) ≥ LK (q,θ) ≥ LM(q,θ), for K ≥ M;

2. log p(x|θ) = limK→∞ LK (q,θ) if p(x,z|θ)
q(z|x) is bounded.

Proof of 1.

LK (q,θ) = Ez1,...,zK log

(
1

K

K∑
k=1

p(x, zk |θ)
q(zk |x)

)
=

= Ez1,...,zK logEk1,...,kM

(
1

M

M∑
m=1

p(x, zkm |θ)
q(zkm |x)

)
≥

≥ Ez1,...,zKEk1,...,km log

(
1

M

M∑
m=1

p(x, zkm |θ)
q(zkm |x)

)
=

= Ez1,...,zM log

(
1

M

M∑
m=1

p(x, zm|θ)
q(zm|x)

)
= LM(q,θ)

https://arxiv.org/pdf/1509.00519.pdf
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IWAE, 2015

Theorem

1. log p(x) ≥ LK (q,θ) ≥ LM(q,θ), forK ≥ M;

2. log p(x) = limK→∞ LK (q,θ) if p(x,z|θ)
q(z|x) is bounded.

Proof of 2.

Consider r.v. ξK = 1
K

∑K
k=1

p(x,zk |θ)
q(zk |x) .

If summands are bounded, then (from the strong law of large
numbers)

ξK
a.s.−−−−→

K→∞
Eq(z|x)

p(x, z|θ)

q(z|x)
= p(x|θ).

Hence LK (q,θ) = E log ξK converges to log p(x|θ) as K →∞.

https://arxiv.org/pdf/1509.00519.pdf
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IWAE, 2015

log p(x|θ) ≥ LK (q,θ) ≥ L(q,θ)

If K > 1 the bound could be tighter.

L(q,θ) = Eq(z|x) log
p(x, z|θ)

q(z|x)
;

LK (q,θ) = Ez1,...,zK∼q(z|x) log

(
1

K

K∑
k=1

p(x, zk |θ)

q(zk |x)

)
.

I L1(q,θ) = L(q,θ);

I L∞(q,θ) = log p(x|θ).

Which q(z|x) gives L(q,θ) = log p(x|θ)?

Which q(z|x) gives L(q,θ) = LK (q,θ)?

https://arxiv.org/pdf/1509.00519.pdf
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IWAE, 2017

Theorem
The VAE objective is equal to IWAE objective

L(qEW ,θ) = LK (q,θ)

for the following variational distribution

qEW (z|x) = Ez2,...,zK∼q(z|x)qIW (z|x, z2:K ),

where

qIW (z|x, z2:K ) =

p(x,z)
q(z|x) )

1
K

∑K
k=1

p(x,zk )
q(zk |x)

q(z|x) =
p(x, z)

1
K

(
p(x,z)
q(z|x) +

∑K
k=2

p(x,zk )
q(zk |x)

) .

https://openreview.net/pdf?id=Syw2ZgrFx
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IWAE, 2017

https://openreview.net/pdf?id=Syw2ZgrFx
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IWAE, 2015

How to determine whether all VAE latent variables are informative?

Ai = covx
(
Eq(zi |x)[zi ]

)
> 0.01 ⇔ zi is active

https://arxiv.org/pdf/1509.00519.pdf
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ELBO surgery, 2016

ELBO interpretations

I Evidence minus posterior KL

L(q,θ) = log p(X|θ) + KL(q(Z|X)||p(Z|X,θ)).

I Average negative energy plus entropy

L(q,θ) = Eq(Z|X)p(X,Z|θ) + H [q(Z|X)] .

I Average term-by-term reconstruction minus KL to prior

L(q,θ) =
1

n

n∑
i=1

[
Eq(zi |xi ) log p(xi |zi ,θ)− KL(q(zi |xi )||p(zi ))

]
.

http://approximateinference.org/accepted/HoffmanJohnson2016.pdf
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ELBO surgery, 2016

L(q,θ) =
1

n

n∑
i=1

[
Eq(zi |xi ) log p(xi |zi ,θ)− KL(q(zi |xi )||p(zi ))

]
.

Theorem

1

n

n∑
i=1

KL(q(zi |xi )||p(zi )) = KL(q(z)||p(z)) + Iq(i ,z)[i , z],

where i is treated as random variable:

q(i , z) = q(i)q(z|i); p(i , z) = p(i)p(z); q(i) = p(i) =
1

n
; q(z|i) = q(z|xi ).

q(z) =
n∑

i=1

q(i , z) =
1

n

n∑
i=1

q(z|xi ); Iq(i,z)[i , z] = Eq(i,z) log
q(i , z)

q(i)q(z)
.

http://approximateinference.org/accepted/HoffmanJohnson2016.pdf
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ELBO surgery, 2016

Theorem

1

n

n∑
i=1

KL(q(zi |xi )||p(zi )) = KL(q(z)||p(z)) + Iq(i ,z)[i , z].

Proof

1

n

n∑
i=1

KL(q(zi |xi )||p(zi )) =
n∑

i=1

∫
q(i)q(z|i) log q(z|i)

p(z)
dz =

=
n∑

i=1

∫
q(i , z) log

q(i , z)

p(z)p(i)
dz =

∫ n∑
i=1

q(i , z) log
q(z)q(i |z)
p(z)p(i)

dz =

=

∫
q(z) log

q(z)

p(z)
dz+

∫ n∑
i=1

q(i |z)q(z) log q(i |z)
p(i)

dz =

= KL(q(z)||p(z))− Eq(z)H [q(i |z)] + logN.

http://approximateinference.org/accepted/HoffmanJohnson2016.pdf
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ELBO surgery, 2016

Theorem

1

n

n∑
i=1

KL(q(zi |xi )||p(zi )) = KL(q(z)||p(z)) + Iq(i ,z)[i , z].

Proof (continued)

1

n

n∑
i=1

KL(q(zi |xi )||p(zi )) = KL(q(z)||p(z))− Eq(z)H [q(i |z)] + logN

Iq(i,z)[i , z] = Eq(i,z) log
q(i , z)

q(i)q(z)
= Eq(z)Eq(i|z) log

q(i |z)q(z)
q(i)q(z)

=

= Eq(z)Eq(i|z) log
q(i |z)
q(i)

= −Eq(z)H [q(i |z)] + logN.

http://approximateinference.org/accepted/HoffmanJohnson2016.pdf
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ELBO surgery, 2016

Theorem

1

n

n∑
i=1

KL(q(zi |xi )||p(zi )) = KL(q(z)||p(z)) + Iq(i ,z)[i , z].

ELBO revisiting

L(q,θ) = 1

n

n∑
i=1

[
Eq(zi |xi ) log p(xi |zi ,θ)− KL(q(zi |xi )||p(zi ))

]
=

=
1

n

n∑
i=1

Eq(zi |xi ) log p(xi |zi ,θ)− Iq(i,z)[i , z]− KL(q(z)||p(z)) =

=
1

n

n∑
i=1

Eq(zi |xi ) log p(xi |zi ,θ)︸ ︷︷ ︸
Reconstruction loss

−
(
logN − Eq(z)H [q(i |z)]

)
︸ ︷︷ ︸

0≤Mutual info≤log N

−KL(q(z)||p(z))︸ ︷︷ ︸
Marginal KL

http://approximateinference.org/accepted/HoffmanJohnson2016.pdf
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ELBO surgery, 2016

ELBO revisiting

L(q,θ) = 1

n

n∑
i=1

Eq(zi |xi ) log p(xi |zi ,θ)︸ ︷︷ ︸
Reconstruction loss

−
(
logN − Eq(z)H [q(i |z)]

)
︸ ︷︷ ︸

0≤Mutual info≤log N

−KL(q(z)||p(z))︸ ︷︷ ︸
Marginal KL

KL(q(z)||p(z) = 0 ⇔ p(z) = q(z) =
1

n

n∑
i=1

q(z|xi ).

logN ≈ 11.0021

http://approximateinference.org/accepted/HoffmanJohnson2016.pdf
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VAE prior

ELBO revisiting

L(q,θ) = 1

n

n∑
i=1

Eq(zi |xi ) log p(xi |zi ,θ)︸ ︷︷ ︸
Reconstruction loss

−
(
logN − Eq(z)H [q(i |z)]

)
︸ ︷︷ ︸

0≤Mutual info≤log N

−KL(q(z)||p(z))︸ ︷︷ ︸
Marginal KL

How to choose the optimal p(z)?

I SG: p(z) = N (0, I ) ⇒ over-regularization;

I MoG: p(z|λ) = 1
K

∑K
k=1N (µk ,σ

2
k) ⇒ (*), (**);

I p(z) = q(z) = 1
n

∑n
i=1 q(z|xi ) ⇒ overfitting and highly

expensive.

(*) https://arxiv.org/abs/1611.02648

(**) https://pdfs.semanticscholar.org/f6fe/5e8e25994c188ba6a124462e2cc55f2c5a67.pdf
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VampPrior, 2017

Variational Mixture of posteriors

p(x|λ) =
1

K

K∑
k=1

q(z|uk),

where u1, . . .uK is trainable preudo-inputs.

I Multimodal ⇒ prevents over-regularization;.

I K � n ⇒ prevents from potential overfitting + less expensive
to train.

I Pseudo-inputs are prior hyperparameters ⇒ connection to the
Empirical Bayes.

https://arxiv.org/pdf/1705.07120.pdf
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VampPrior, 2017

Do we equally need the multimodal prior?

Is it beneficial to couple the prior with the variational posterior or
MoG is enough?

https://arxiv.org/pdf/1705.07120.pdf
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VampPrior, 2017

https://arxiv.org/pdf/1705.07120.pdf
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VampPrior, 2017

Top row: images generated by PixelHVAE + VampPrior for
chosen pseudo-input in the left top corner.

Bottom row: Images represent a subset of trained pseudo-inputs
for different datasets.

https://arxiv.org/pdf/1705.07120.pdf
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References
I IWAE: Importance Weighted Autoencoders

https://arxiv.org/pdf/1509.00519.pdf
Summary: Propose the version of ELBO which is tighter to the log-density. Sampling of k objects from
latent space instead of one. The more samples we samples the more tight the gap is. In the limit we will
get the true likelihood. The gradient is given by importance sampling reweighting. Analyze the number of
active latent units.

I Reinterpreting Importance-Weighted Autoencoders
https://arxiv.org/abs/1704.02916
Summary: IWAE maximizes a tighter ELBO than VAE ELBO. This ELBO is also related to some implicit
variational distribution. The analytical form of this distribution is given and visualized.

I ELBO surgery: yet another way to carve up the variational evidence lower bound
http://approximateinference.org/accepted/HoffmanJohnson2016.pdf
Summary: Propose the decomposition of standard ELBO into 3 terms. The prior distribution should be
close to average posterior. Show empirically that weak prior has a significant impact on ELBO value.

I VAE with a VampPrior
https://arxiv.org/pdf/1705.07120.pdf
Summary: Variational Mixture of Posteriors prior is introduced. The VampPrior components are given by
variational posteriors conditioned on learnable pseudo-inputs. Prior is extended to a two layer hierarchical
model with a coupled prior and posterior, it learns significantly better models. The model avoids the local
optima issues related to useless latent dimensions that plague VAEs. The prior is compared with standard
gaussian and mixture of gaussians.
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